The multi-party relationships OWL-S extension proposal

Motivation 
One of the shortcomings of OWL-S is its lacking support for multi-party interactions (references). Even when the main concern of OWL-S is to describe a web service and the ways of interaction with it from the client's perspective we believe it cannot simply ignore that there can be more participants included in the interaction. In the OWL-S specification, a possibility of involving more than two interacting agents is mentioned. However, the real support for describing multi-party relationships is missing. Since we think that OWL-S should fully describe the web service into some extent, it should be possible to express such issues as different roles of actors interacting with the web-service or more complex multi-party interactions. In this document we describe several aspects of multi-party relationships, its implications for OWL-S, and we propose extensions of OWL-S that enable it to handle all mentioned  issues.

Motivation example

The following figure depicts an interaction of three agents from the grid-computations area. TaskManager (TM), which can be seen as a client of the whole transaction, needs some computational task to be solved. Since the task may comprise an extensive data manipulations, it uses services of the DataManager agent (DM) that is responsible for the data management and making them available. Finally, there is a ComputationalService (CS) that can solve some particular task. While solving the task it reads the specified data directly from the DataManager. 

                    (1) open data            +---------+

        +---->------------------------------>| Data    |

        |                                    | Manager |

  +-------------+                            +---------+

  | TaskManager |                               |   ^

  |  (Client)   |                      (4)data  |   |

  +-------------+                               |   | (3) request data

    |       ^                                   v   |

    |       |          (5) task finished     +---------------+

    |       +------<------------<------------| Computational |

    |                                        | Service       |

    |                                        +---------------+

    |                                                ^

    +------->------------------>---------------------+

                        (2) assign task

Figure 1: Task computation involving data manager and computational service

The communication proceeds as follows. First, the client (TM) asks DataManager to prepare the data (1). Next, TaskManager has to find some suitable service that (a) is capable to solve some given task, and  (b) is able to read the data from the DataManager. After finding some computational service, TaskManager assigns the task (2), and  the Computational service reads the data form the DataSource (3 and 4). When the computation is finished CS informs the client (5).

After a quick analysis of the example, several problems can be identified:

1. How to describe the Computational Service so that it can be matched to fulfill both conditions (a) and (b)?

2. Having a protocol like in our example, are we able to verify whether some particular web service can enact a given role? 

3. What are the implications for the execution and the process model of the web service?

Our example introduces  just one possible scenario. In next sections we provide more thorough analysis.

Profile

In multi-party interactions a service and its execution can depend on the execution of some other third party service. Given a request for a web service, a service-seeking agent can be used to find services matching all requirements and thus allow the runtime binding. Requests are expected to be either hardcoded in the implementation of the web service, or generated, e.g., by a planner as part of the services composition process. Currently, requests cannot be made explicit in the OWL-S. This makes a solution of the problem 1 from the previous section hard. Having the requests (or dependencies on other services) expressed explicitly is useful in many situations where one has to deal with multiple parties or roles. It would also simplify reasoning and automatic services composition. The following example demonstrates one possible scenario where explicit request is useful. 

In the motivation example we faced the problem of matching the suitable computational service that (a) is capable to solve some given task, and (b) is able to read the data from the DataManager. Let's focus on the description of the computational service. To solve the part (a) we can easily use the profile of CS that contains appropriate IOPEs specification. The problem is to solve the part (b). The dependency on DM (or the capability to communicate with DM) cannot be expressed by adding a new profile to CS, since, in this situation, computational service executes DM, and not vice versa. Of course, there can be found some workaround solution that would solve this specific scenario but we believe that our example displays a generic situation that deserves a generic solution. 

It makes a sense to include some additional information in the service description that represents its dependencies on third party services. We propose to add a new class called Request. The structure of the Request class is the same as the structure of the OWL-S Profile class quite naturally since it expresses the same information. The only difference is that the information in the Request refers to  some other service. Thus the Request class can be defined as a subclass of  the Profile class allowing to harness all the capabilities of the profile:

  <owl:Class rdf:ID="Request">

    <rdfs:subClassOf rdf:resource="#Profile" />

  </owl:Class>

Additionally, we define a new property called 'requests' that establishes a relationship between instances of the Profile class and the the Request class:

  <owl:ObjectProperty rdf:ID="requests">

    <rdfs:domain rdf:resource="#Profile"/>

    <rdfs:range rdf:resource="#Request"/>

  </owl:ObjectProperty>

These two new constructs allow us to enhance the service definition and to make explicit its dependencies on external services. By using these constructs we can easily describe the computational service from the previous example (concentrating on the look-up of the service). We associate the CS profile instance with an instance of the Request class that has the same inputs and outputs (and preconditions and effects if needed) as the corresponding profile of the DataManager. Since the request is encapsulated in the profile it can be easily accessed by service look-up agents.

Process model level

The actual elementary unit of any process, the AtomicProcess class, is defined in a way that does not allow to include more than two agents, the client and the server. As a result, in one process model, we are restricted to have only two participants. We start our analysis of process model aspects with distinguishing two essentially different categories of multi-party interactions. 

1. The first category of interactions is basically the same as the protocol from our motivation example. Client interacts with the service WS_1 which then independently executes some other service (WS_2), or more services if needed. Possibly, there can be some relationship between the client and the WS_2. In this scenario, WS_1 executes WS_2 without direct client's interference. Figure 2 shows this situation. 

  .--------.    1    w--------w     2                         w--------w

  |        |-------->|        |------------------------------>|        |

  | Client |         |  WS_1  |                               |  WS_2  |

  |        |<--------|        |<------------------------------|        |

  `--------'  4      w--------w   3                           w--------w

      .                                                            .

      ..............................................................

Figure 2:  WS_1 executes WS_2, client does not directly interfere. 

2. In the second category of scenarios, the client is responsible for executing the third party services. As in the previous case, also here we are interested in the process model of the WS_1 service. First, the client begins to communicate with the WS_1 service, then it executes the WS_2 service, and finally, it continues in the communication with the WS_1 service. What we want to stress here, is the fact that the process model of the WS_1 includes the dependency on some other web service as  its inherent part. In contrast to the previous case, here the client is responsible for the actual execution of the WS_2. Figure 3 depicts this scenario.

                    w--------w

              1     |        |

     +------------->|  WS_1  |

     |  +-----------|        |

     |  |     2     w--------w

     |  v            ^  |

 .--------.     5    |  |

 |        |----------+  |

 | Client |<------------+

 |        |     6

 `--------'

    ^   |

    |   |      3                                           w--------w

    |   +------------------------------------------------->|        |
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    +------------------------------------------------------|        |

              4                                            w--------w

Figure 3: Client executes the third-party service.

Having these two basic categories we can dig into process model details. Let's start with the point 2 that is easier to handle. 

Client executes the third-party service

The following picture shows the process model corresponding to Figure 3. To clearly distinguish all aspects of the communication we include also the WS_1 execution environment (the server, e.g., Axis) in the figure. Without the loss of generality, we have organized the processes in the sequence control construct. 

              ..................       .................

             . WS_1 process     .     . WS_1 execution  .

             . model            .     . environement    .

             .                  .     .                 .

             . sequence         .     .                 .

             .                  .     .                 .

        1    .    +----------+  .  1  .  -----------    .

    +------------>| AtomicP1 |--------->| AtomicP1  |   .

    |  +----------|          |<---------| execution |   .
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Figure 4: Process model containing the external process. Client is responsible for its execution.

To express the fact that some third party process is included we propose to introduce a new category of process called external process. 

<owl:Class rdf:ID="#ExternalProcess">

    <rdfs:subClassOf rdf:resource="#Process"/>

    <rdfs:subClassOf>

      <owl:Restriction>

        <owl:onProperty rdf:resource="#hasClient"/>

        <owl:hasValue rdf:resource="#TheClient"/>

      </owl:Restriction>

    </rdfs:subClassOf>

</owl:Class>

The ExternalProcess class represents the execution of the external web service. You can mention that only the hasClient property is restricted. The TheClient instance is the instance defined in the OWL-S process ontology. The hasServer property can be specified when developing some specific web-service description. This allows to introduce more roles and participants into the process model. The data flow of the external process is the same as for any other process. It can have a grounding that specifies which concrete web service to execute and how to execute it, or the grounding can be missing. In such a case it is expected that the actual web service and grounding will be provided during the run time (e.g., by finding some suitable service and downloading all the necessary information). 

(In such a case the semantics of the external process would be probably similar to the execute construct in the broker). 

WS_1 executes WS_2, client does not directly interfere. 

Figure 5 shows our proposal of the process model corresponding to the scenario from the Figure 2.  If we stuck with the current specification of the process model, our picture would contain just the atomic process AtomicP1. While executing this atomic process the server in some moment reaches the point of execution of the WS_2. In a matter of fact, this information and the execution of WS_2 is  fully under control of the AtomicP1 execution and has NO influence on the communication of the client with the WS_1. So why should we care in the WS_1 process model about it?
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Figure 5: Proposal of the process model corresponding to the scenario form the Figure 2

The answer is simple. Even when it has no influence on the client it is sometimes useful to make it explicit that on some place of the process model the external service is called. Process model currently covers only one  side of the web service. It treats the service to behave just as a server but does not allow it to behave as a client simultaneously and does not allow to describe such a behavior. Thus, if we want to, for example, consider the service as a part of some protocol or of the more complex composition we cannot easily decide if it matches the protocol or the composition requirements. If we, on the other hand, allow to make the remote call explicit within the process model, we could be able to describe even the client side of the web service. 

To make the remote process execution explicit we introduce couple of new constructs. The RemoteProcess class represents the execution of some remote process on the server side. The 'involves' property creates a relationship between an atomic process and a RemoteProcess:

<owl:Class rdf:ID="#RemoteProcess">

  <rdfs:subClassOf rdf:resource="#Process"/>

</owl:Class>

<owl:ObjectProperty rdf:ID="involves">

    <rdfs:domain rdf:resource="#AtomicProcess"/>

    <rdfs:range rdf:resource="#RemoteProcess"/>

</owl:ObjectProperty>

While in the case of our simple example from Figure 2 these definitions are sufficient there can be more general situation where more complex descriptions are to be used. Basically, what can happen, is that not just a simple (atomic-like) process can be executed remotely but some more complicated situation car occur. For example, the remote process can be called in a loop which would, e.g., very well fit to our initial example with data manager where the data are indeed very likely to be read in some kind of iteration. Hence, in the general case, we can imagine something very similar to the composite process on place of the remote process. Such a composite remote process is composed of control constructs and has only remote equivalents to atomic processes in the leaf. Therefore we extend the definition of the remote process as follows:

<owl:Class rdf:about="#RemoteProcess">

  <rdfs:subClassOf rdf:resource="#Process"/>

  <owl:unionOf rdf:parseType="Collection">

    <owl:Class rdf:about="#RemoteAtomicProcess"/>

    <owl:Class rdf:about="#RemoteCompositeProcess"/>

  </owl:unionOf>

</owl:Class>

Remote atomic process is defined in a very similar way as the atomic process class. The hasServer property is not restricted while the hasClient proporty is restricted to the TheServer instance (defined in the OWL-S process model), since in this case server behaves as a client:

<owl:Class rdf:ID="#RemoteAtomicProcess">

    <rdfs:subClassOf rdf:resource="#Process"/>

    <rdfs:subClassOf>

      <owl:Restriction>

        <owl:onProperty rdf:resource="#hasClient"/>

        <owl:hasValue rdf:resource="#TheServer"/>

      </owl:Restriction>

    </rdfs:subClassOf>

</owl:Class>

Finally, the remote composite process is defined as a subclass of the CompositeClass. We have restricted the property 'invocable' to the false value to make it clear that the whole subtree cannot be executed by the client:

<owl:Class rdf:ID="#RemoteCompositeProcess">

  <rdfs:subClassOf rdf:resource="#CompositeProcess"/>

  <rdfs:subClassOf>

    <owl:Restriction>

      <owl:onProperty rdf:resource="#invocable"/>

      <owl:hasValue rdf:datatype="&xsd;#boolean">false</owl:hasValue>

    </owl:Restriction>

  </rdfs:subClassOf>

</owl:Class>

It is important to keep in mind that all remote processes have ONLY the declarative purpose. They are used only to make clear that on some place of the process model some third party is executed. Thus, remote processes have no influence on the execution of the service's process model, and none of the remote processes influences the data flow of the process model.

Besides being bound to some atomic process (by the involves property) a remote process can be placed on any place of the process model. This is illustrated by the following picture. The “semantic”, however, remains unchanged and the remote process is not executed and can be ignored by the client (or by the virtual machine).
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Figure 6: The process model with a remote process as part of the sequence.
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